
AST 443 / PHY 517

Image Analysis:
Statistics I



Image

A 2-dimensional digital array of numbers
If the detector is linear:
• The counts are proportional to the brightness
• Analysis is straightforward
If the detector is non-linear… 



Detector Linearity

• The output signal is a number of electrons
• The amplifier digitizes the signal
• The gain is the ratio of electrons (e-)  to data 

numbers (DN) or counts
• Low gain (ideally 1) preserves photon statistics
• High gain increases dynamic range 



Baseline

Many detectors have a significant zero-point
• CCDs add e- to facilitate getting electrons out 

of the well
• To determine the level: take a zero-second 

exposure.
• This is called the ``zero” or the ``bias”
IR imagers have significant thermal background 



Bias Image

Gemini South Multi Object Spectrograph (GMOS-S) 130505  1024 x 2304



Cuts through Bias Image



Bias Image Statistics

Mean:  718
Sqrt(mean): 27.0
5 images combined
Gain: 2.37

Gaussian σ: 0.86



Statistics, Signals, and Noise

You will detect 2 things:
• Signal
• Noise
The trick lies in  separating the two.

It is often more important to know how well 
you know something,  rather than just knowing 
something.



Accuracy and Precision

• Accuracy: close to the correct answer
• Precision: a high signal-to-noise measurement

Which is preferable? 



Sources of Noise

• Random errors
– Counting statistics (Gaussian)
– shot noise (Poisson)

• Systematic errors
– e.g., Wrong calibration

• Roundoff errors



Some Basic Statistics

Statistic: a summary of the data. 
Usually a number. 
Made out of some combination of the data that 
does not depend on unknown parameters 

Types of statistics:
• Bayesian
• Frequentist



Probabilities

Probability: the likelihood of some occurence.
If events A and B are independent, then
• Prob(A and B) = Prob(A) Prob(B)

If events A and B are exclusive, then 
• Prob(A or B) = Prob(A) + Prob(B)

Prob(A|B) = Prob(A and B)/Prob(B) 



Bayesian Statistics
We are all Bayesians on this bus
• Bayes' Theorem: Prob(B|A) = Prob(A|B) Prob(B) / 

Prob(A)
– Derived on the assumption that Prob(A and B) = Prob(B 

and A) 
– Event A is being estimated 
– Prob(B) is the prior, and will be modified by experience 
– Prob(B|A) is the posterior probability, after analyzing the 

data 
– If A and B are independent, then Prob(B|A) = Prob(B), and 

Prob(A|B) = Prob(A). 
• Determining the prior can be difficult. 



Frequentist Statistics

The most important thing is to ask the right 
question.

The right answer to the wrong question is 
meaningless

Statistics can never prove that a model is correct
Statistics can only be used to reject hypotheses. 



Distributions
There is a parent distribution μ (the truth), and you sample it 

(xi). 
The larger your sample, the closer it will be to the parent 

distribution. 
Important distributions:
• Binomial
• Poisson
• Gaussian
In the limit of a large number N of samples, both the Poisson 

and binomial distributions approach the Gaussian 
distribution. 

In the limit of large N, the uncertainty is given by sqrt(N)



Distributions. II
Most distributions have 
• mean (the centroid, or average value), 
• median (the point at which half the sample are above and half 

below)
• mode (the most probable value). 
Estimates of the scatter of the data are provided by:
• deviation di=xi-μ 
• average deviation (the mean of the absolute value of di) 
• standard deviation σ = √(Σ (xi-μ)2)

• Variance σ2= Σ (xi-μ)2 /N   (N is the number of samples summed) 
• Note that the variance of a sample, σ2= Σ (xi-μ)2 /(N-1) , is different 

than the true variance, because the mean value is estimated from 
the data. 



Binomial Distribution

• Applies to discrete distributions
• Probability of success: p
• Probability of failure: q=1-p
• Probability of x successes in n trials: P(x:n)
• There are Pm(n,x) permutations = n!/(n-x)! ways 

to get x successes in n trials
• There are Cm(n,x) = Pm(n,x)/x! combinations –

ways to get x successes if the order is 
unimportant



Binomial Distribution. II.

• PB(x:n) = Cm(n,x) * probability of each 
combination

• PB(x:n,p) = n!/(x!(n-x)!) px(1-p)n-x

• μB = np
• σ2

B = np(1-p)



Poisson Distribution
Approximation to the binomial distribution when 
• μ << n (n is number of possible events)
• p<< 1
μ is known, p and n are not. 

To derive, take limit of PB(x:n,p) for p→ 0
PP(x:μ) = μx/x! e-μ

• <x> = μ
• σ2

P = μ
Note: PP(0, μ) = e-μ



Gaussian Distribution

Limit of PB as n → ∞ and np >> 1
Limit of PP for large μ
A continuous distribution
• PG(x:μ,σ) = 1/[σ√(2π)] e – ((x-μ)/σ)2/2.
• ∫PGdx = 1
• Symmetric about mean
• Height = e-0.5 at  μ±σ
• FWHM: where PG = PG,max/2 = ±2.354σ



Propagation of Errors
Whenever you observe an object, you actually observe
• the source brightness S
• The background B (sky, instrumental, or a combination). 
Given S+B what is S, and what is the uncertainty on S?
• You can usually measure, or at least estimate, B.
• The true brightness S is given by S=(S+B)-B. 
• Counting statistics apply to both the observed brightness (S+B) and 

to the observed background B. 
• The variance σ2

S = √ (S+B)2 + √B2 = S+2B (assuming counting errors)
• The signal-to-noise ratio is given by ((S+B) - B) / √σ2

S =S/√ (S+2B)
• This is always < the SNR in the absence of background, which is the 

square root of the total number of counts. 



Counting (Gaussian) Statistics

• μ = N (observed counts)
• σ = √N

• Valid as N → ∞
• Pretty good for N ≥ 9   



Spurious Detections
We quote confidence levels in terms of σ, the width of PG
• 68% of the area is < 1σ from the mean:

– a 1σ deviation occurs by chance 32% of the time. 
• 2σ deviations occur with 5% probability, 
• 3σ deviations have a 0.3% probability P of occurring by chance
• 4σ deviations have P=0.01%. 
A 3σ detection means:
• the probability is 0.997 that the detection is real, 
• There is 0.003 probability that it corresponds to a random noise fluctuation. 
A 1σ upper limit means if you were to repeat the observation 
• 68% of the time the result would be less than that value
• 32% of the time it would be greater. 
• This is the same as quoting a result with 68% confidence. 
If you have a detector with 106 detection elements, such as a 1000x1000 CCD, you 
expect 3000 3σ, and 100 4σ deviations just by chance. 
Set your detection level to produce the expectation of at most one spurious source. 

Reference: Lampton, M., Margon, B., & Bowyer, S. 1976, ApJ, 208, 177.



Goodness of Fit

A statistic S is used to measure the goodness-of-
fit of a model to some data.

• Minimize S by adjusting model parameters to 
fit the data. 

• With N independent data points and m
adjustable parameters in the model, one has 
ν = N-m degrees of freedom. 



χ2
A typical statistic is χ2 (chi-square). 
• χ2 = Σ((Di-Mi)/σi)2

– Di represents the data 
– Mi represents the model. 
– σi is the uncertainty on the expectation, or model, = √Mi. 

• Minimizing χ2 minimizes the deviations between the model and the 
data, weighted by the uncertainty in the data. 

• In the case of data which are normally-distributed, one expects that 
an acceptable model will have a reduced chi-square, χ2

ν= χ2/(N-m), 
of unity.
– For small ν, prob(χ2ν >1) ~ 30%
– For large ν, prob(χ2ν >1) ~ 50%

• See Table C.4 in Bevington and Robinson
• χ2ν<<1 is not a good thing: it means the uncertainties are too large, 

or that the errors are not normally-distributed. 



When is χ2Valid?

χ2 is a valid statistic when:
• the data are normally distributed 
• the variance is equal to the mean 
• The mean deviation = 0 
• the data points are independent 



Parameter Space
• A model will have N parameters P
• You adjust the parameters to minimize some statistic S
• Some parameters are needed, but physically uninteresting. 

These are nuisance parameters
• Example:

– The shape of a blackbody spectrum is determined by its 
temperature.

– You also need to adjust the amplitude. This may or may not be 
physically meaningful

• Parameter space is an N dimensional space. Coordinate 
axes are the parameters.

• The best model is (usually) the minimum value in this space 



Confidence Contours
You want to be able to reject unsuitable hypotheses, but not the 

correct hypothesis.

Define some statistic S which is sensitive to significant discrepancies 
between the model and the data 

Minimize S to find the best parameters

Because there are uncertainties, regions of parameter space near the 
minimum may also be acceptable 

• evaluate S (value = s) 
• compare S with the theoretical distribution of S. 
• S has a probability distribution of PS. 
• The probability of wrongful rejection is the integral of PS(s) over 

some region dS.  



Confidence Contours

• The level of significance of the test is 
α = ∫ s∞ f(χ2) dχ2

• In general, if α> 0.1, you should not reject the fit. 
• If you reject a hypothesis at α> 0.1, you have a 

90% chance of not rejecting the correct 
hypothesis.

• Confidence = 1-α
• 99% confidence corresponds to α=0.01



The Composite Hypothesis

If np > 1 you are testing a composite hypothesis.
To reject the composite hypothesis, you must be 

able to reject the best fit with all the parameters 
adjusted. 

• Assume p adjustable parameters. 
• Find Smin by adjusting all parameters. 
• Smin will be distributed as χ2 with N-p degrees of 

freedom. 
• You can reject the model at some level of 

confidence if Smin>χ2N-p(α). 



Constructing Confidence Contours
The acceptable region in parameter space is that region wherein your 
statistic S is less than some threshhold value.
Suppose you measure a quantity X from a sample xi with a mean x. 
then, with 1σ confidence:
• x-σ<X<x+σ (if the model is linear and xi is distributed normally, this 

is the smallest region 
• x-0.47<X<∞ 
• ∞<X<x+0.47σ 
• or an infinite number of other possibilities. 
Given 2 parameters, the region x-σ<X<x+σ , y-σ<Y<y+σ encloses the 
0.68x0.68, or 46% confidence region.
Joint confidence regions are larger than single regions, even if all the 

parameters are independent. 



Constructing Confidence Contours. II

To determine a confidence contour:
• Measure a statistic STrue for p (unknown) parameters. 
• STrue is distributed as χ2 with N degrees of freedom. 
• Minimize S=Smin to find the best fit parameters.
• ΔS≡STrue-Smin is distributed as χ2p. 
• This follows because χ2N-p-χ2p is distributed ∼ as χ2N.
The ΔS statistic is independent of the Smin statistic.
• Because S is distributed as χ2N, one can determine the 

confidence of S as = ∫ 0T f(χ2) dχ2 , where f is the probability 
density of χ2.

• For some chosen confidence contour, you determine a 
limiting area SL=Smin +T



Confidence Contours. III

Rule of thumb: add 1 to Smin if p=1 for a 1σ level of confidence.
See Margon, Lampton, & Bowyer (1976) 

α Confidenc
e

p=1 P=2 P=3 P=4

0.80 20% 
(0.25σ)

0.06 0.45 1.0 1.65

0.68 68% (1.0σ) 1.00 2.3 3.5 4.7

0.10 90% (1.6σ) 2.71 4.61 6.25 7.78

0.01 99% (2.6σ) 6.63 9.21 11.3 13.3



Maximum Likelihood and the C 
Statistic 

Reference: Cash, W. 1982, ApJ 228, 939. 
Motivation:
• χ2 is based on Gaussian statistics
• the data must be binned 
• there must be at least 9 events per bin for 

statistical validity. 
Solution:
• Poisson statistics and a maximum likelihood 

analysis. 



Maximum Likelihood 

Wall & Jenkins sec 6.1
Basically, the Bayesian prior
• For a given set of outcomes, the probability of 

that outcome is the product of the 
probabilities of each individual outcome

• the most likely set of outcomes is that which 
maximizes the product of the individual 
probabilities. 



Random Thoughts

In Gaussian statistics, S/N ∝ √n
• Increasing n improves your estimates, but only 

up to the limit of systematic errors
Non-statistical fluctuations do exist.
• Tails or distributions are not necessarily 

representative of the true errors.
• Models may be wrong



Discarding Data

Can you ever throw away data?
• Chauvenet’s criterion: if <0.5 counts are 

expected, discard!
But first ask yourself:
• Is the distribution otherwise Gaussian?
Discarding discrepant points will affect the mean 

and the variance (but not the median and 
mode)
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McGraw-Hill. 

• Feigelson, D.E. & Babu, G.J. (eds.) Statistical 
Challenges in Modern Astronomy, 1992, Springer-
Verlag.

• The Statistical Consulting Center for Astronomy

http://sites.stat.psu.edu/~mga/scca/


Read Noise

• Amplifiers add noise to the image
• Source is thermal noise
• Read Noise is added to every pixel


